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In this thesis, we address the critical issue of memory-efficient training for multimodal
models, specifically targeting the optimization of the Contrastive Language-Image Pre-
Training (CLIP) model. The substantial computational and memory demands of training
such models present a significant barrier to broader adoption and application. To mitigate
these challenges, we propose to apply the novel Ladder Side-Tuning (LST) approach to the
Vision and Text Transformers forming the backbone of the model. This approach integrates
a side network with ladder connections to the main backbone, enabling effective parameter
sharing and significantly reducing memory consumption during training.

Through extensive experimentation, we demonstrate that the LST method is competitive
with state-of-the-art techniques such as LoRA or LiT in terms of memory efficiency, while
maintaining comparable performance. Although LoRA achieves slightly higher precision, it
necessitates a substantially larger memory footprint and parameter set. Our method offers a
balanced alternative, optimizing resource usage without sacrificing performance. The
robustness and scalability of the LST approach are validated across various model
configurations and datasets.

The primary advantages of the LST method include a notable reduction in memory usage,
facilitating the training of large models on more affordable hardware, and achieving
competitive performance on standard benchmarks. However, there are limitations that
warrant further investigation. Future research should focus on scaling the approach to larger
models, such as ViT-G or even ViT-22B and BERT xlarge, and evaluating its efficacy on
more extensive and diverse datasets. Additionally, optimizing the method for different
hardware configurations and exploring advanced fine-tuning and adaptation strategies could
enhance its applicability and performance.

In summary, this thesis presents a viable solution to the memory and computational
challenges in training multimodal models. By optimizing resource usage while maintaining
competitive performance, the LST approach opens new avenues for efficient and scalable
model training. Future work should aim to further scale the method, expand the dataset
variety, and optimize hardware-specific implementations to fully leverage the proposed
solution’s potential.

The code used for this research is available in a public repository at:
https://github.com/CarrelV/master _lit
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